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1.

Introduction

The Center of Excellence in Combustion (CoEC) mission is to contribute to the transition
to decarbonized energy and transportation systems for the European Union by 2050 [1].
CoEC contributions will be realized by creating innovative software able to efficiently
utilize Exa-scale computational facilities to investigate and design future combustion
systems.
The path to a carbon-free system necessary implies the effective replacement of fossil
fuels with sustainable fuels, such as biofuels, hydrogen, and ”e-fuels” in the coming
future. The role of these fuels is to efficiently connect renewable resources with the final
users, addressing the spatial and temporal displacement issues between availability and
consumption.
The combustion process is characterized by multi-physics and multi-scale phenomena
that are not well understood. These phenomena are even less known for new fuels with
different thermo-chemical-physical characteristics. It is of primary relevance to
investigate the physics behind the burning process of these new fuels to identify the
technological developments for the new generation of combustors so they operate more
efficiently and with lower emissions [2]. Numerical simulations are an essential tool for
this purpose and, considering the transition towards exascale architectures in HighPerformance Computing (HPC) systems in the next years, a new generation of physical
models and numerical methods for Computational Fluid Dynamics (CFD) codes is
required [3].
In the CoEC framework, Work Package 4 (WP4) aims to enhance and develop simulation
methodologies for adaptive mesh refinement, chemistry solution, and particle tracking,
enabled by the use of (pre-)exascale systems. The final objective of these innovative
methodologies is the realization of the simulations defined for the Exascale Challenge
Demonstrators (ECD) in WP7. This deliverable focuses on Task 4.3 (T4.3) which is
sought an efficient solution to the chemistry problem in the context of exascale
computations of turbulent reacting flows with both Direct Nunmerical Simulation (DNS)
and Large Eddy Simulation (LES) methodologies. The aim of this task is two-fold: (i)
reduce the size of chemical kinetics mechanisms through the development and
optimization of methodologies for the on-the-fly reduction of these mechanisms; (ii)
develop and optimize ODE solvers based on semi-implicit methods and able to take
advantage of GPU technology.

2.

Main section

2.1

Background

The participant institutions on this task are the Aristotle University of Thessaloniki
(AUTH) jointly with the Eidgenössische Technische Hochschule Zürich (ETHZ), the
Barcelona Supercompu.ng Center (BSC) and the Rheinisch-WesMälische Technische
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Hochschule Aachen (RWTH). The partners worked collaboratively on the development
of libraries for the reduction of the dimension of the chemistry problem and create
innovative methodologies for its solution. The libraries have been first developed for the
codes of the groups involved in the task (Nek5000 [4] and NekRS [5], the AUTH &
ETHZ code; Alya [6], the BSC code; and CIAO [7] the RWTH code), and will be made
available to all partners in CoEC.

2.1.1 Aims
The realization of adaptive reduction of the chemical kinetics mechanisms has the
objective of drastically reducing the number of degrees of freedom needed for the
accurate simulation of the combustion process, particularly when pollutants and
particulate matter are considered. To drastically reduce the computational time keeping
high accuracy the innovative solvers will be coupled with splitting algorithms in the flow
solver. Moreover, the methodologies developed will be included in libraries that will be
available for all CoEC partners.
As described in the former deliverable (D4.1), the targets of this task have been pursued
by the partners involved in a complementary fashion:




AUTH & ETHZ developed the semi-implicit ODE solver integrator for the stiff
system of equations resulting from the chemical source term. This has been
realized in the Nek5000 framework and then will be distributed to all CoEC
partners.
BSC & RWTH developed a suite of dynamic adaptive chemistry methods with
the final aim to use finite-rate chemistry instead of a tabulated simplification.

2.2 Strategy defined in D4.1
The partners will attacked the different aims following the strategies here elucidated:


AUTH & ETHZ implemented high-order time splitting schemes and investigate
the performance and accuracy of different integrators for each physical or
chemical subprocess (convection, diffusion, and chemical source term). The steps
that performed in T4.3 are as follows:
o Study of the performance and accuracy of different high-order splitting
schemes (i.e. Strang-type, balanced, steady-state preserving)
o Investigate the different combinations of time integration schemes for the
corresponding terms (convection, diffusion, chemical source term)
o Investigate how the different chemistry descriptions can be coupled in the
interface regions
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o Develop efficient and scalable GPU-friendly kernels for the computation
of thermodynamic and transport properties and chemical source terms
o Implement the most accurate scheme first in Nek5000 and subsequently
in NekRS to address load balancing and other performance issues
BSC focused on the realization of dynamic adaptive chemistry (DAC) methods
into the in-house low-Mach solver, Alya, with finite-rate chemistry, through the
following steps:
o Develop a framework for DAC including optimizations based on
correlated (CO)-DAC and Tabulated-DAC (TDAC)
o Realization of chemistry reduction based on Path Flux Analysis (PFA) [8]
and Reaction Flow Analysis (RFA) [9].
RWTH will also focus on the realization of dynamic adaptive chemistry methods
into the in-house low-Mach solver with finite-rate chemistry (CIAO), following a
complementary approach that includes the following steps:
o Clustering of the computational domain into sub-region having a
homogeneous combustion regime and stage. [10].
o Implementation of the Directed Relation Graph with Error Propagation
(DRGEP) methodology [11] into the in-house code FlameMaster [12] for
the realization of reduced mechanisms.
o Targeting of the model reduction criteria in order to realize a reduced
mechanism for each of the clusters present in the computational domain.

The implementation will be finalized and optimized in WP5, while the final applications
and the ECDs that will benefit from the library produced, such as the Cambridge RQL
burner [13], DLR hydrogen-enriched natural gas burners [14], and the Coria Rouen Spray
burner (CRSB) [15] for spray flames with soot formation, will be realized in WP7.

2.3

AUTH & ETHZ

In the context of T4.3, AUTH & ETHZ investigated the performance and accuracy of
different time-splitting schemes for the physical and/or chemical subprocesses
(convection, diffusion, and chemical source term) involved in the thermo-chemistry
problem. In addition, AUTH & ETHZ worked on the development of efficient and
scalable GPU-friendly kernels for the computation of thermodynamic and transport
properties as well as chemical source terms. The implementation focuses first on the
current CPU version of the low Mach reactive flow solver in Nek5000 and subsequently
on the CPU/GPU version NekRS, addressing performance issues.

Analysis of time-splitting methods
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AUTH & ETHZ investigated the overall accuracy of different high-order time-splitting
schemes (i.e. Strang-type, balanced, steady-state preserving) with different combinations
of time integration schemes for the corresponding terms (convection, diffusion, chemical
source term). As a first step, we tested high-order splitting schemes in the 1-D simplified
premixed flame model problem described in [16]. This model problem emulates the
behavior of a laminar premixed flame stabilized in a stagnation flow produced by a pair
of opposed jets, where the flame front counteracted by the velocity of the jet develops
into a steady-state planar flame at a particular location.
First, a reference solution was obtained integrating the system of nonlinear ODEs
resulting from spatial discretization first without splitting, using the fourth-order RungeKutta method (RK4) with a timestep of Δt = 10-7 and an adequately small uniform grid
spacing so that spatial errors were negligible compared to time-stepping errors. The
system of nonlinear ODEs was then integrated using standard, balanced, and rebalanced
Strang splitting method. For the time integration of the transport (convection-diffusion)
and reaction terms, different combinations of time integration methods were used, such
as RK4, Crank-Nicolson, BDF methods, Adams Bashforth (AB), and Adams Mοulton
(AM) methods, aiming at estimating the global error behavior for each of the splitting
schemes coupled with each combination of integration methods. Consequently, the global
error analysis was used to first verify the expected behavior of the investigated splitting
schemes and to investigate which of the integration methods can be coupled with time
splitting schemes without reducing the global accuracy below second order.
The transient and steady state errors associated with the different splitting procedures and
using RK4 for both transport and reaction terms are shown in Fig. 1. The error was
calculated as the L2-norm of the error from the highly resolved solution obtained without
splitting. The Strang splitting produces significant errors in both steady-state and transient
solutions, as also mentioned in [16]. On the other hand, balanced and rebalanced splitting
result in steady state errors around 10-10. As seen in Fig. 2, all approaches result in
globally second order accuracy in time, and the global errors of the balanced and
rebalanced splitting are significantly lower than the errors of standard Strang splitting in
both the steady state and transient parts of the solution. Finally, the balanced splitting is
slightly more accurate than rebalanced splitting.

Figure 1: Global error in the solution to the reaction flow problem obtained by Strang splitting (a),
balanced splitting (b) and rebalanced splitting (c) as a function of time.
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Figure 2: Global error in the transient solution to the reaction flow problem at t=0.3[s] and t=0.5[s] and
also in the steady state condition at t=1[s] obtained by Strang, balanced and rebalanced splitting coupled
with one step time integrator scheme as a function of Δt.

In summary, the above investigated time splitting schemes using a one-step multistage
method like RK4, are overall second-order accurate in time, i.e. the global error at every
time is proportional to O(Δt2), as long as the integration method for each of the splitted
terms (transport and reaction) is at least second-order accurate. However, in accordance
with theorem 2.2 in [17], linear multistep methods will cause a drop in the accuracy of
the splitting scheme, even if the accuracy of the linear multistep method is higher than
two. When an Adams-type linear multistep method is used, the global error is
proportional to O(Δt), whereas when a BDF multistep integrator is used, the global error
is O(1). In contrast, one-step methods maintain the order of accuracy of the splitting
scheme as can be seen in Fig. 3a.
In contrast, using any combination of linear multistep methods of the Adams family (AB2
or 3, AM3), the splitting schemes become first order accurate, while for any combination
of linear multistep methods based on BDF (BDF2 or 3), the order drops to zero-th. This
is because, in numerical integration based approaches (AB and AM) of second or third
order, past vectors of the full solution are used on the right-hand side of the equation for
the numerical approximation of the integral in time. Correspondingly, in all BDF methods
of second or third order, past vectors of the full solution are used on the left-hand side of
the equation for the numerical approximation of the time derivative. Only in the case of
AM2 (aka Crank Nicolson), the splitting scheme maintains second order accuracy
because past vectors of the full equation are not used on either side of the equation,
resulting in a single-step method.
Overall, any type of Strang splitting is limited to first order global accuracy if combined
with a high order multistep method for any of the terms in the thermochemistry equations
(convection, diffusion, chemical source term). For example, using RK2 or RK4 for
convection, CN for diffusion, and BDF for reaction (e.g. with CVODE) will result in
overall first order global accuracy if the reaction integrator is re-initialized at each time
step; the order can be gradually increased from first in the reaction step. As also explained
earlier, a splitting option that preserves second overall order accuracy is the use of singlestep integration methods for each of the terms, e.g. RK2 or RK4 for convection, CN for
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diffusion, and RK4 for reaction. Based on the above, we choose to maintain the current
approach used for production runs in Nek5000, which is based on the solution of the fully
coupled thermochemistry equations (no-splitting) with high-order BDF, using CVODE.
The implementation of this approach is currently underway in NekRS. The coupled
approach does not cause additional problems with load balancing, but it results in
significantly larger system sizes compared to a splitting approach. As an additional
option, we may use the splitting approach which maintains second order and is based on
RK2/4 for convection, C-N for diffusion and RK4 for reaction.

Figure 3: Global error in the transient solution to the reaction flow problem at t=0.3[s] obtained by
second order accuracy splitting coupled with one-step and multistep methods.

Development of efficient kernels for thermo-chemistry
The evaluation of the species’ production rates and thermodynamic and transport
properties carries a high computational cost when detailed reaction mechanisms are used.
In addition to mechanism reduction that modifies the kinetic model, significant
computational gains can be obtained by using efficient fuel-specific routines tailored for
the computational architecture that will be used for the simulations. Our target application
is the low Mach number reactive flow solver that is based on the open-source Navier
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Stokes solver NekRS [5] written in C++/OCCA. It employs the spectral element method
for spatial discretization and targets both classical processors and hardware accelerators
like GPUs. The GPU kernels are developed using the portable Open Concurrent
Computer Abstraction (OCCA) library [18] that enables abstraction between different
languages such as OpenCL, CUDA, and HIP and simplifies programming for different
types of devices (CPU, GPU, FPGA). OCCA allows the implementation of the parallel
kernel code in OKL, a slightly decorated C++ language. The user can then specify at
runtime the target parallel programming model, and OCCA translates the OKL source
code into the desired target language and compiles kernels Just-In-Time for the user’s
target hardware architecture.
In the framework of T4.3 AUTH & ETHZ developed NekRK, a software package that
generates efficient fuel-specific kernels for NekRS for chemical production rates,
thermodynamic properties, and transport coefficients. The starting point is a Cantera
reaction mechanism file describing the thermochemistry, and the generated OKL routines
can be easily converted to pure C++ source code. Since we are targeting large scale direct
numerical simulations in laboratory-scale domains (i.e. large number of grid points), the
maximum number of species that can be practically accommodated is around 50.
On GPUs, sufficient parallelism is required to obtain good performance. Since GPUs have
relatively small memory caches and registers, critical for the good performance of the
thermochemistry kernels is to ensure that the register pressure, which occurs when there
are not enough registers available for a given task, remains low. By avoiding slow global
memory accesses, more threads remain active so that the long-latency mathematical
instructions (exp and log) appearing in the evaluation of the reaction rates and transport
properties can be better hidden. Considering the typical cases of interest, in NekRK it was
opted for grid-level parallelism, i.e. use of one thread per grid point to compute all
quantities at a given point, instead of using the threads to compute a block of reactions,
which would require storing intermediate values and thus result in increased register
pressure. AUTH & ETHZ are currently working on the generation of efficient routines
for CPUs, where vectorization of the computationally intensive math functions and the
elimination of redundant math operations are critical to performance. Loops with direct
access patterns will be generated to enable auto-vectorization by the compiler, and the
data will be stored in contiguous arrays to maximize cache usage, as proposed in [19, 20].
The accuracy of the generated kernels is automatically checked against reference values
for the individual reaction rates, the production rates of the species, thermodynamic
properties, and transport coefficients, which are computed using Cantera and stored for
comparison.
The code performances are evaluated with respect to the number of degrees of freedom
(DOF), i.e. the number of grid points, and the number of reactions that can be evaluated
per second in GDOF/s and GRXN/s, respectively. The results obtained with the double
precision GPU routines of NekRK for two reaction mechanisms on different GPU and
CPU architectures are reported in Table 1.
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Mechanism

Architecture

GDOF/s

GRXN/s

Nvidia V100

21.6

45.4

Nvidia A100

28.7

60.3

Li Dryer (9 spec, 27 rxns) AMD MI100

14.3

30.3

2xAMD EPYC 7742

1.68

3.53

2xIntel XEON 6252

0.46

1.02

Nvidia V100

2.61

15.7

Nvidia A100

3.70

23.9

gri3.0 (53 spec, 325 rxns) AMD MI100

2.00

12.0

2xAMD EPYC 7742

0.63

3.79

2xIntel XEON 6252

0.17

1.02

Table 1: Table 1. Performance of the thermochemistry kernels on different architectures.

2.4

BSC

The dynamics of chemically reacting flows are determined by interactions between
thermo-chemical states with the flow field. These interactions can lead to complex
phenomena like fuel autoignition, extinction, re-ignition, or multi-mode combustion,
among others. Chemistry can play a key role in such conditions, as most of these effects
are chemistry-driven, detailed description of the chemical processes is important to
predict these phenomena. However, including detailed chemistry in numerical
simulations still remains computationally expensive, especially when dealing with
complex fuels and turbulent conditions. It is for such conditions, that methods for
reducing the cost of chemistry are of high importance. One possibility to reduce the cost
of chemical integration is to identify and neglect the species that are not relevant during
the chemical integration. This is the concept pursued with Dynamic Adaptive Chemistry
(DAC) methods, where reduced reaction mechanisms generated from local conditions are
used to describe the combustion chemistry.

Chemistry reduction
The chemistry reduction strategy proposed to perform DAC calculations is based on the
Path Flux Analysis (PFA) [8] and Reaction Path Analysis (RFA) [9]. The PFA method is
based on evaluating a relation matrix between a set of pre-defined “key species” and all
the other species in the mechanism to identify the most important reaction pathways
which are relevant to the key species. These key species are one of the two user inputs
and are aimed to identify the most relevant reaction paths and long reaction chains. The
The CoEC project has received funding from the European Union’s Horizon 2020 research and
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second input is a threshold based on which reaction paths are truncated from a normalized
relation matrix. PFA includes both consumption and production pathways, which allows
for controlling catalytic effects over multiple generations, through our extensive use of
the PFA method it was found that one generation reaction paths are sufficient to capture
the chemistry of most common fuels.

Figure 4. Number of reactions and error vs PFA and RFA thresholds applied at pre-ignition (left) and
ignition (right) states for a temporally evolving homogeneous reactor

The use of PFA for reduction is extended by the addition of the RFA method, RFA refers
to a chemistry reduction technique based on the overall contribution of certain reaction
rates to the production or consumption of the species of interest. This reduction strategy
is well suited to be combined with PFA, as it permits to further reducing the chemistry
problem from the balance of production and consumption fluxes. In RFA, reactions are
ordered by their respective contributions to each of the species, so a threshold can be used
to discriminate the most relevant reactions. The RFA method is quite powerful in
reducing the number of reactions, so it can lead to substantial errors. The error is
controlled by using the RFA method dynamically where local thermo-chemical states are
updated during the reduction process. A threshold is specified to truncate reactions. RFA
and PFA have common operations and, when used together, can lead to a significant
reduction in CPU costs due to the recycling of variables and operations.
Chemistry reduction methods truncate chemical pathways, which are deemed to be of
lesser importance to the problem being solved. During this truncation, there is the
inclusion of some error, as well in other methods of reduction like the DRG and DRGEP
[11], the quantification of which is straightforward as it is part of the model definition.
However, for the PFA method the correlation between error and threshold is not so
straightforward. To mitigate this a log normalization scheme is formulated to yield better
correlation. The influence of these thresholds on the resulting number of species and
associated error are shown in Fig. 4. The error due to reduction is defined as the maximum
deviation of any state variable compared to the detailed chemistry solution. Here, the
present reduction strategy is applied to two thermochemical states during the transient of
an auto-igniting homogeneous reactor. The first state corresponds to the initial ignition
state where chain branching reactions dominate, while the second corresponds to the
instant where the maximum gradient of temperature occurs during autoignition. Fig. 4
The CoEC project has received funding from the European Union’s Horizon 2020 research and
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shows a logarithmic relation between the PFA reduction threshold and the error during
the chemical integration. This relation motivates the use of a normalized logarithmic
operation, so more control over the error of reduction can be achieved. It can also be
noticed that there always exists a value of the PFA threshold at which the reduction error
increases, the log-log nature of this relation indicates the proximity among these points.
Hence, a global PFA threshold can be defined wherein the error introduced by the
reduction can be controlled. The error introduced at various RFA thresholds is almost
negligible, mainly due to the fact the RFA reduction retains reactions pathways involving
key species and hence, limiting the error. This behavior is substantiated by the reduced
intensity of reduction by RFA at a higher PFA threshold where most of the retained
reactions involve key species.
Dynamic Adaptive Chemistry

Figure 5. DAC methodologies developed in the multiphysics code Alya.

The following section details DAC implementation in Alya using the chemistry reduction
methods discussed in the previous section. In Alya, the following implementations of
DAC are currently being developed.
The methods are illustrated in Fig. 5:
1) DAC: The conventional DAC approach triggers the reduction algorithms across all
grid points in the domain at every nth specified timestep. The specified time step needs
to be representative of the characteristic timescale of the problem. The simple DAC
method is a one-way coupled wherein the reduction algorithm has no idea of the
combustion chemistry of the problem. This issue makes the method unfeasible for
larger problems and can be circumvented by the other methods.
2) CODAC: The CODAC method is based on the assumption that similar reduced
schemes can be applied to states, which are thermo-chemically correlated. The
correlation between the states can be either in space and/or in time. This correlation
is based on a set of species and temperature that are used to define an error function
[21]. The species are chosen in such a way that they accurately represent the chemistry
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of the state. If states are identified as correlated, reduced mechanisms from the
previous reduction are retained. This reduces the frequency at which the reduction
algorithm is applied leading to faster simulations.
3) TDAC: The TDAC method proposes an alternative to the use of error functions. In
the TDAC method, reduced mechanisms are computed and stored against certain
controlling variables. These controlling variables are then used to retrieve the reduced
scheme at the respective conditions. There is complete avoidance of the chemistry
reduction step as pre-defined reaction mechanisms can be calculated and stored in a
pre-processing stage. Tabulated approaches require a preliminary analysis of the
chemistry and the identification of the relevant species to define appropriate error
functions controlling the tabulation. The concept of low-dimensional manifolds are
used in this TDAC proposal as marker for regions with different chemical activity.
Tabulation in this regard is more global and hence can be generated in a preprocessing
stage. Using this generalization, a wide range of conditions can be represented and
different controlling variables can be used to describe the multi-dimensional problem.
This approach makes the method more general as no previous knowledge of
combustion chemistry is required to define the most representative thermochemical
states to store the reduced reaction mechanisms.
Applications
The following section details canonical problems in which the DAC are applied and are
compared against a detailed chemistry solution. This is intended not only for validation
but also to gain insight into how the DAC methods perform in such problems. The test
cases chosen are fundamental problems that are encountered in every complex
combustion problem. These cases include 0D Homogenous reactors, 1D premixed, 1D
counterflow diffusion, partially premixed flames, and a 2D multi-regime transient triple
flame. For the sake of brevity, all the results from all the cases are not discussed here.
All test cases involve the combustion of methane-air mixtures at atmospheric pressure
and the GRI 3.0 containing 53 species and 325 reactions, which is used as reference
mechanism for detailed chemistry.
1D premixed flames
1D premixed laminar flames were computed for methane/air mixtures at equivalence
ratios between 0.4 and 2. Various DAC methods are compared against detailed
chemistry and solutions from Cantera and are shown in Fig. 6 in terms of flame speed
and adiabatic flame temperature.
Counterflow partially premixed flames
DAC methodologies are evaluated in strained flames with a set of counter partially
premixed flames at varying strain rates. The computational domain and the numerical
setup correspond to a counterflow flame configuration consisting of opposing streams
of oxidizer and fuel separated by a 15 mm distance. For a partially premixed flame
regime, mixing between the fuel and air is enforced. This is done by introducing a
mixture at a given state into the burner rather than pure fuel. A mixture at phi = 1.8
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against air is taken as a reference it represents a transition regime between premixed
flame propagation and diffusion flame regimes. Fig. 7 shows the profiles of temperature
and major species obtained for simulations at a strain of 300 1/s.

Figure 6. Comparison of DAC methodologies for 1d premixed flames. Flame speed [m/s] (Left) and
adiabatic flame temperature [K] (Right) of premixed flames at various equivalence ratios [φ].

Figure 7. Profiles of temperature and major species obtained for simulations at a strain of 300 1/s for a
partially premixed flame.

Triple Flame
The flame stabilization mechanism of a premixed flame front interacting with a stratified
mixture is a representative condition of practical systems and a common benchmark to
validate partially premixed combustion models. Three distinct phases of combustion can
be observed in these flames, a premixed flame near stoichiometry, a partially premixed
flame close to the leading edge, and a diffusion flame at the trailing end. This
configuration is proposed to evaluate the impact of the chemical error on the
thermochemistry of the flame, and hence, on the flame burning velocity [22]. The
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simulation proceeds to a steady state after the vortices are diffused and the incoming
velocity interacts with the advancing flame front. Steady state and transient
characteristics of the flame are used as markers for evaluating the performance of the
DAC methods.
The regimes of the triple flame can be identified by the distribution of the source term of
the progress variable along mixture fraction and scaled-progress variable (C) iso-lines, as
shown in Fig. 8. Iso-lines at Z corresponding to equivalence ratios of phi = 1 and phi =
0.7 represent premixed and partially premixed burning, respectively. The iso-lines across
C span across the entire flame capturing all regimes of combustion. The iso-line at C =
0.7 is dominated by flame propagation as it occurs in premixed combustion, while at C =
0.5, a trailing diffusion flame is generated from the oxidizer and the combustion products
of the rich premixed front.

Fig. 8. Top - Mixture Fraction Z vs Source of Progress Variable at isoline C = 0.5 and C = 0.7, Bottom Progress Variable PV vs Source of Progress Variable at isoline phi = 1 and phi = 0.7.

2.5

RWTH

Transport and chemical library
A new library for the computation of transport proprieties and the evaluation of the source
term due to chemical reactions was developed. The code was developed in FORTRAN
with an interface with C/C++ language.
The library is made up of four parts:



A parser to read the mechanism, thermodynamic, and transport data from input
files written in CHEMKIN format.
A transport part containing all the functions related to the computation of the
transport coefficients.
The CoEC project has received funding from the European Union’s Horizon 2020 research and
innovation programmed under grant agreement No 952181.

15




A chemical part that contains the functions to evaluate the reaction term and its
Jacobian.
A set of auxiliary functions to compute other thermodynamic proprieties (specific
enthalpy, specific heat, specific entropy, etc.) and to initialize other functions.

The library was realized with a two-fold aim. The first was to improve the performance
of the procedure to update of transport coefficient and the computation of the reactions
term and the Jacobian. These two parts together can take up to 60% of the total
simulation time and are the best-suited part to be run on GPUs. The optimization of the
library is currently ongoing in WP5, as well as the implementation of the GPU
acceleration. The second goal was to offer a general tool that can be used for different
applications and with different solvers, and that provides different options to compute
the transport proprieties. Until now three different sets of functions to compute the
transport proprieties were implemented in the transport part of the library. All these
sets of functions compute the transport proprieties using the mixture averaged rule, and
the collision integral using a high order polynomial interpolation or a linear interpolation
based on the table from Monchick and Mason [23]. An interface with a multicomponent
transport library (EGlib [24]) and CHEMKIN transport functions [25] is also provided.
The user has the possibility to select to compute the transport proprieties with or
without considering the dependence from the reduced dipole moment. Another set of
functions computes the transport proprieties only of species with molar concentration
larger than 10^-6. This can save computational time without leading to large errors.
A simple test case using two different mechanisms (the first one with 47 species, 290
reactions; the second with 216 species, 2144 reactions) was executed to test the
performance of the library. The test case consisted of a two-dimensional cut of a
cylindrical burner of about 17000 grid points where the fuel is injected along the cylinder
axis and the oxidant in a coaxial ring producing a laminar steady flame.
The simulations were conducted using the in-hose code CIAO [7], in which the new
library was integrated. The performances were compared with the one obtained with
CIAO using the former implementation. The results for the two mechanisms are shown
in Fig. 9 and 10. In the previous implementation, the thermal diffusion coefficients were
computed with a less accurate and computationally less expensive formulation. Despite
this, the newly developed library showed a good performance improvement in the
transport part. The transport coefficient update is more than 40% faster with the small
mechanism and 30% faster with the large mechanism. On the other hand, the
computation of the reaction term and its Jacobian an improvement, in particular for the
larger mechanism, while the evaluation of the Jacobian was slower. This is because the
former implementation using a hard-coded approach allows the use of better compiler
optimizations. The new library instead uses a mixed approach where only part of the
mechanism data and functions are hard-coded. This choice gives the possibility to
vectorize the code operations as much as possible so that the usage of GPUs will
potentially allow for further improvement that will be explored in WP5.
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Figure 9 Profiling with the small mechanism
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Figure 10 Profiling result for the large mechanism

DRGEP implementation into FlameMaster
Among the numerous reduction algorithm that allows the user to reduce detailed
kinetics models, the ones were selected in the CoEC proposal for the implementation in
the in-house code FlameMaster [12] were:



Direct Relation Graph with Error Propagation (DRGEP) [11]
Isomer Lumping [26]

These methodologies lead to a skeletal model reduced in size in terms of both species
and reactions. The removal of species significantly reduces the computational cost
needed to run CFD simulations that would be computationally prohibitive to perform on
detailed models.
One of the main advantages of the DRGEP reduction procedure is that it is entirely based
on the computation of physically meaningful coefficients that allow the identification
and removal of unimportant species (or reactions) with respect to some user-specified
target species. The DRGEP coefficient represents the production and consumption of
target species A from reactions including species B normalized over the maximum
between the total production and the total consumption of species A. Basically, it
provides an estimate of the error in the prediction of A if species B is removed. The
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computational cost required to compute the DRGEP coefficients is relatively small. They
are calculated based on simulation results obtained after a first run with the detailed
model. For each simulation, DRGEP coefficients are computed for all the species
included in the detailed model, then the maximum coefficient obtained among all
considered simulation conditions is assigned to each species. It must be underlined that
the obtained reduced model preserves only the main features of the detailed one,
especially in the vicinity of the simulation conditions that have been specified by the
user as input. Thus, the larger is the number of configurations provided as input, the
wider is the range of conditions the obtained reduced model can be considered valid
for. Simulation configurations that can be specified include:




Homogenous Reactor
Laminar Premixed Flames
Counterflow Flames

Once the DRGEP coefficients have been computed based on the simulations with the
detailed model, the species are sorted in ascending order according to their coefficients
and are then iteratively removed.
The user can specify the number of species to be removed in the first step. Simulations
are then run using the obtained reduced model and the results are used to compute the
error in the specified prediction targets between the detailed and the reduced model
(e.g., error in the prediction of the target species, error in ignition delay time, etc.).
The reduction procedure proceeds further by removing a user-specified minimum
number of species at each step, thus iteratively repeating the previous process until no
species can be removed anymore. Fig. 11 shows an example of the calculation of the
error at each reduction step for a Cyclopentanone model for different laminar premixed
flames configurations.

a)
b)
Figure 11 a) Cyclopentatone laminar flame speed comparison between detailed (298 species) and
reduced (40 species) model b ) Average relative error on laminar flame speed and main target species as
a function of the species left in the model

It is also possible to run a fast reduction by removing in one step all the species whose
DRGEP coefficients are smaller than a specified threshold value specified as input and
to run a comparison between the reduced model and the detailed one for different
simulations setups.
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Since the most computationally expensive part of the overall reduction procedure is
related to the initial execution of the simulations with the detailed model, in order to
speed up the entire process, the reduction algorithm has been newly linked to an OMP
thread-parallelized version [27] of RWTH open-source code FlameMaster [12].
Moreover, depending on the number of species left in the model, it is possible to run
the simulations either on a single machine or on a compute cluster. The latter option
leads to a further speed-up of the reduction since all simulations are run in parallel on
different nodes. Fig. 12 shows the ignition delay time comparison between the detailed
and the reduced model of a Diesel surrogate mechanism. The detailed mechanism
counts 829 species and more than 4000 reactions. The reduction has been performed
for 60 different homogeneous reactor configurations. The overall process took less than
7 hours and lead to a reduced model of 277 species and 1339 reactions.
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0.01

Det 30 bar
Red 30 bar
Det 90 bar
Red 90 bar

0.001
0.0001
0.6

0.8

1

1.2

1.4

1.6

1.8

T/1000 [K]

Figure 12 Ignition delay time comparison between the detailed and reduced model for a Diesel surrogate
mechanism. Reduction has been performed for 60 different configurations (Temperature: 600-1660,
equivalence ratio:0.5-2, pressure: 30 - 90 bar)

RWTH reduction algorithm is also provided with a framework to perform isomer lumping
[26]. Isomers are automatically identified during the first read-in of the detailed model
and grouped together as possible lumpable species candidates. The user can choose
which isomers are actually suitable for the lumping procedure and provide them as
additional input. Also in this case, the fitting procedure to update the Arrhenius
parameters for lumped reactions is based on the results obtained after a first run with
the detailed model, motivating again the importance of linking the tool with RWTH
parallelized FlameMaster code.
It must be pointed out that the choice of suitable lumpable isomers is still based on the
user’s knowledge. To improve this aspect, an additional library (under development)
could be added to the tool that uses an error propagation approach based on sensitivity
analysis and allows the automatic identification of isomers, which can be safely lumped
without leading to significative errors on the important prediction targets of the model.
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PCA-based Cell Agglomeration for CFD simulations
Coupling CFD with detailed kinetics is computationally demanding, because of the large
number of species and the wide range of chemical and fluid dynamic time scales, which
lead to numerical stiffness. The dynamic Cell Agglomeration (CA) technique [28] is
particularly effective when the CFD simulation is performed via the operator-splitting
(or fractional step) method. In CA, at each reaction step, the computational cells with
similar properties, also called features (which typically include temperature and mass
fractions of selected species) are grouped together (agglomeration or clustering) in a
single zone with averaged values. Chemistry calculations are carried out per zone
instead of computational cells and the results are back-mapped to the original,
individual cells. Since the number of zones is usually much smaller than the total number
of cells, CA is expected to result in a significant computational saving. Dynamic CA is not
equivalent to a CFD simulation carried out on a coarser mesh. Indeed, in CA convection
and diffusion of energy and species fields are solved on the original, fine CFD mesh. Two
main sources of errors are introduced by the dynamic CA: i) the artificial (or spurious)
mixing, coming from the agglomeration of multiple cells into a single zone; ii) the backmapping of the thermo-chemical state after the chemical step, which inevitably
introduces some level of arbitrariness. The aim of the work realized was to significantly
mitigated the artificial mixing problem by a proper selection of the features to be used
by the clustering algorithm, i.e. the algorithm responsible for selecting and grouping
together the computational cells which are sufficiently similar. The use of a small
number of representative scalars (i.e. the features), such as mixture fraction (or
equivalence ratio), temperature, and mass fractions of selected species, may present
some limitations. Indeed, in unsteady combustion processes, the accessible composition
region could change significantly, making the selection of fixed, pre-defined features not
necessarily be optimal for characterizing the inhomogeneities. In this work, Principal
Component Analysis (PCA) was selected as the methodology that can identify the best
features. PCA is a statistical technique used to reduce a large number of interdependent
variables to a smaller number of uncorrelated variables, while retaining as much as
possible of the original data variance [29]. The dimensionality reduction comes
considering only a subset of the PCs: its size is chosen on the basis of the explained
variance. The idea behind the proposed PCA-based CA (P(CA)2) method is simple: the D
features in the clustering step are chosen as the first D PCs resulting from the PCA
carried out on normalized composition (mass fractions) and temperatures. By fixing the
level of explained variance, tq, to be retained, the number of principal components D to
be included in the clustering algorithm is automatically determined. This way to proceed
is much more rational than conventional approaches, in which the user has to select the
number and the type of features, among temperature and chemical species. On the
contrary, in P(CA)2, the clustering process is entirely controlled by the user-defined tq.
The configuration chosen to test the P(CA)2 technique is an axisymmetric, time-varying,
non-premixed laminar coflow flame [30]. The fuel is a mixture of 80% C2H4 and 20% N2
(molar basis), while the oxidizer stream is regular air. Both streams are fed at ambient
temperature and atmospheric pressure. A transient behavior was induced by a
sinusoidal perturbation in the velocity profile of the fuel. The laminarSMOKE++ code, a
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CFD solver built on top of the OpenFOAM framework, is based on the operator-splitting
approach and specifically conceived for laminar reacting flows with detailed kinetic
mechanisms [31] and was used to carry out the simulations. Those have been realized
using two different mechanisms developed by the CRECK Modeling Lab: i) the first
mechanism, with a relatively small size, includes NOx chemistry (44 species and 327
reactions); ii) the second mechanism accounts for the chemistry of PAHs (Polycyclic
Aromatic Hydrocarbons) with up to two aromatic rings (224 species and 5939 reactions).

Figure 13 Calculated maps of temperature and selected mass fractions at different times. Maps on the
left side were obtained without any cell agglomeration, while maps on the right using the P(CA) 2
technique (D=2, 𝜖=0.01$). Black points represent the locations of probes used in the paper to
quantitatively compare the evolution of temperature and composition.

Fig. 13 shows the calculated fields of temperature and selected mass fractions at
different times: maps on the left refer to the fully-resolved simulation, while maps on
the right to simulations carried out with P(CA)2 (D=2, 𝜖=0.01$). Despite we considered
two PCs only, the agreement is quite good: no significant deviations of P(CA)2 results are
evident, for temperature and minor species like NOx. This result is not so surprising: i)
Fig. 13a shows that the first two PCs are dominant, i.e. they are able to explain more
than 50% of the total variance of the system; ii) Fig. 13b (which illustrates the dynamic
evolution of the 2D subspace by showing the time-varying cosine values of angles
between its two axes and species CO and NO) clearly shows that CO is more aligned with
the first PC, while NO is much more aligned with the second PC.
An additional series of simulations were carried out using a more detailed kinetic
mechanism, which includes the chemistry of PAHs up to two aromatic rings. In the fullyresolved simulation, about 95% of computational time is spent in the chemical step
(indeed the CPU time for integrating the stiff ODE systems associated with each cell
increases more than linearly with the number of species). Thus, in this new scenario the
theoretical maximum speed-up is about 20. Thus, the advantages of CA are expected to
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increase with the size of the kinetic mechanism. As in the previous example: by
increasing the number of features D and/or decreasing the tolerance 𝜖=, the accuracy
of the CA-based simulation increases monotonically. Also in this case, the cost
associated with the clustering algorithm is negligible, despite the higher number of
species. As expected, the cost of the PCA step increases in terms of absolute values, but
it is still only about 2% of the computational time of the chemical step. The overall
speed-up factors are well above 10 for reasonably small tolerances, without leading to
significant errors.
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