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1. Introduction
The Center of Excellence in Combustion (CoEC) was born out of the European Union's
need to move towards decarbonization in the power generation and transportation
sectors with the aim to achieve net-zero greenhouse gas (GHG) emissions by 2050.
Indeed, global energy demand is increasing every year and most of this energy is
produced by burning fossil fuels. To overcome this drawback, growth in the use of
sustainable fuels, such as biofuels, hydrogen, or Power-to-X (P2X) based on ”e-fuels” is
envisioned in the short future. Therefore, there is a clear need to develop advanced
simulation software to assist in this transition.
Combustion is a complex multi-physics and multi-scale problem, so it is necessary to
understand the physics behind the burning process of these new fuels in order to
identify the technological developments for the new generation of combustors so they
operate more efficiently and with fewer emissions. Numerical simulations are an
essential tool for this purpose and, considering the increase in computational power
over the past years, an evaluation of physical models and numerical methods is
required.
The accurate simulation of turbulent combustion in realistic configurations is extremely
demanding in terms of computational resources. A transition towards exascale
architectures in High-Performance Computing (HPC) systems is foreseen, where
numerical simulations will play an increasingly important role in the design of new, more
complex, and less polluting combustion systems. This will nonetheless happen only if
the Computational Fluid Dynamics (CFD) codes and existing algorithms are optimized or
new models are developed in order to harness the computational power that will be
available.
This work package (WP4) aims at enhancing and developing simulation methodologies
enabled by the use of (pre-)Exascale systems, with the focus on the applications defined
by the Exascale Challenge Demonstrators (ECD) in WP7.
This deliverable is linked to task 4.2 which aims at developing error estimators for
dynamic mesh adaptation and optimize the existing algorithms for the study of
combustion in the Eulerian-Lagrangian framework. The Adaptive Mesh Refinement
(AMR) techniques is particularly interesting for combustion as it allows for having a local
refinement around the flame zone. However, this might be challenging in spray flames,
because spray droplets might be mainly localized around this zone. This task aims at
developing an error estimator that can be coupled to allow for having a doubleconstrained load-balancing. This task is mainly linked to the developments from WP5
and will be tested on the WP7 benchmarks.
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2. AMR of unstructured grids for Euler/Lagrange models
2.1. Problem description, constraints
Given a mesh and a scalar field (solution), our objective is to modify the given mesh to
provide a new one locally modified (adapted) to improve the representation of the
target field (solution). The adaptivity process enabled in Alya is following detailed, first
focusing in the parallel strategy, Sec. 2.1, and next on the performed adaptive
operations, Sec 2.2. Finally, in Sec. 2.3 we present an overview of the error estimation
and mesh sizing that has been implemented.

2.2.Methodology in ALYA (BSC)
2.2.1. Parallel strategy (outer level)
Given a distributed mesh, it has to be taken into account that the boundaries of the
mesh in each processor are shared between different processors. Thus, any parallel
adaptive scheme has to tackle the issue of the mesh faces shared between different
processors. Herein, this issue is dealt by the (outer) parallel scheme. Given a distributed
mesh to be adapted, the shared interfaces are first frozen and any element shared by
two different processors is kept unmodified in the (inner) local adaptivity process. Given
a processor with its given mesh (with frozen boundaries) and the input size field, the
(inner) local adaptivity process provides a new mesh with the same frozen boundary
entities, but with the interior mesh complying the given size field.
Once the distributed mesh with frozen interfaces has been modified in each processor
in the volumes enclosed by the frozen interfaces, the solution and any other required
field is interpolated in the initial mesh. Next, the mesh is repartitioned to move those
frozen elements away from the new interfaces of the new partitioned mesh. Then, this
new mesh with new frozen interfaces is adapted again in the (inner) local adaptive
process. This freezing-adapting process is repeated until convergence or up to a
maximum given number of iterations (provided as an input).
It must be pointed out that the topological adaptation process (inner level) is devised
for simplicial meshes (triangles in 2D, tetrahedra in 3D). Thus, together with freezing the
parallel interfaces, the regions featuring non-simplicial elements are also frozen and
they are not passed to the inner adaptation scheme, remaining constant during the
adaptation process. In the future, we aim to assess an approach that allows improving
non-simplicial element configurations.

2.2.2. Adaptivity process (inner level)
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At each iteration of the parallel scheme, the mesh is adapted according to the input size
field. As detailed, only the interior of the mesh is modified, keeping the boundaries
unmodified since they are shared between different processes.
The adaptive process is based in four different steps:





First, all the mesh edges shorter than a relative tolerance to the input size
field are collapsed.
Second, new points are inserted on any edge longer than a relative tolerance
to the input size field.
Third, the topology of the mesh is improved by means of swapping the edges
adjacent to low-quality element configurations.
Fourth, nodes adjacent to low-quality configurations are optimized,
relocating them to improve the mesh quality1.

The first three steps modify the topology of the mesh, that is, change the number of
elements and nodes or how the mesh nodes are connected between them. In contrast,
the fourth operation does not modify the mesh topology, and only modifies the
coordinates of the mesh nodes.
In particular, the first three steps performing topological operations are implemented in
a cavity-based approach2, locally removing the elements adjacent to the edges that are
affected by the performed operation, and remeshing the cavity of the mesh according
to the performed operation. In addition, it must be highlighted that the provided sizefield is translated into a metric. Thus, in this metric space, the objective of the
topological operations is to obtain a mesh with edge lengths close to one under the
target metric (size field).
The adaptation process performs a sequence of loops on the previous four steps,
modifying the mesh connectivity and the mesh coordinates until all the lengths and
element qualities comply the given size field or until the mesh is no longer modified by
these operations.
Following we illustrate the input and output meshes for a given analytical input solution
in Figure 1:

See: Gargallo‐Peiró, A., Roca, X., Peraire, J., & Sarrate, J. (2015). Optimization of a regularized
distortion measure to generate curved high‐order unstructured tetrahedral meshes. International Journal
for Numerical Methods in Engineering, 103(5), 342-363.
2
See:
Loseille, A., Alauzet, F., & Menier, V. (2017). Unique cavity-based operator and hierarchical domain
partitioning for fast parallel generation of anisotropic meshes. Computer-Aided Design, 85, 53-67.
Caplan, P. C., Haimes, R., Darmofal, D. L., & Galbraith, M. C. (2020). Four-dimensional anisotropic
mesh adaptation. Computer-Aided Design, 129, 102915.
1
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Initial mesh (121 nodes)

Adapted mesh (2513 nodes)
Figure 1. Adaptive mesh refinement application from an analytical function.
The adaptivity process is illustrated using an analytical function3 featuring value -1 inside
5 circles and value 1 outside the circles. The adaptivity process is devised to obtain a
mesh of 2500 nodes that are located to improve the configuration with respect to the
given scalar field. In particular, the adapted mesh is obtained after 5 iterations of
evaluating the analytical solution and adapting the mesh to the solution with the parallel
adaptation algorithm.

2.3.Methodology in YALES2 (CNRS-CORIA)
The efficiency of parallel remeshing strategies carried out on distributed architectures
in terms of the quality of the resulting mesh, notably, crucially depends on the ability of
the procedure to modify the whole mesh. More precisely, in each sub-mesh processed
on an MPI rank, not only the regions lying ``far'' from the interface between ranks, but
also those lying close to it have to be remeshed. While the modifications of the former
regions can be done in parallel by independent calls to the mesh adaptation library, the
treatment of the interface between ranks is much more delicate.
Several strategies are available to tackle this issue, and that retained in the present work
is the so-called moving interface method [Digonnet et al., IJHPCA 2017] illustrated in
Figure 2. In a first step, the mesh is refined inside each rank, with respect to a metric,
while leaving the regions near the rank interface untouched. During this step, the target
metric is interpolated from the old to the new mesh. This adaptation step is therefore
local and does not require any communication between the ranks.
In a second step, low-quality elements are sent from one rank to another. The
scheduling of this movement is driven by a constrained load balancing algorithm. This
3

The analytical field is given in: Coupez, T. (2011). Metric construction by length distribution tensor and
edge based error for anisotropic adaptive meshing. Journal of computational physics, 230(7), 2391-2405.
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operation has to ensure that the grid remains properly balanced from one rank to
another, i.e. that all ranks have approximately the same number of tetrahedra, and it
has to enforce the movement of the interface. To achieve this, one solution is to impose
strong weights at the connections (or arcs) between the elements at the interface. Thus,
when minimizing the edge cut of the connectivity graph of the mesh, the load balancing
algorithm will be strongly enticed to place the new interface away from the previous
interface so as to avoid cutting heavy-weight connections. Once the elements have been
moved from one rank to another, the process can be repeated until convergence. This
convergence is achieved when the difference between the target and resulting metrics
is below a threshold value and when element skewness does not exceed a limit value.
Distributed
initial mesh

M

Remeshing with
fixed interfaces

Constrainted
load-balancing

i ni t
Remeshing with
fixed interfaces

M

t ar get
Distributed
final mesh

Remeshing with
fixed interfaces

Constrainted
load-balancing

Figure 2. Principle of the moving-interface parallel mesh adaptation
The performances of the method presented in Figure 2 depend on the efficiency of each
of the aforementioned operations, namely:
1. The sequential mesh adaptation library;
2. The interpolation of the data stored on the grid;
3. The load balancing algorithm;
4. The cell and data transfer from one rank to another;
5. The parallel connectivity reconstruction.
All these steps may limit the performance of the overall process when a large number
of cores is involved. In order to alleviate all the above potential limitations (except those
concerning the sequential mesh adaptation algorithm, which we assume to be
sufficiently efficient in the following), we rely on a two-level domain decomposition
method. The latter is based on a slight refinement of the general parallel remeshing
principles exposed in above, which is illustrated in Figure 3.
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Figure 3: on the use of two-level domain decomposition method to optimize the
moving interface parallel mesh adaptation
In a nutshell, most of the above tasks are actually conducted at a coarser scale than that
of the tetrahedra, i.e. at the scale of a group of tetrahedra (hereafter referred to as cell
groups) composed of several thousands of elements. For instance, the load balancing
algorithm is applied to the connectivity graph of the cell groups instead of that of the
cells, which allows for a significant gain in CPU time as the latter graph is much lighter
and easier to partition. Likewise, the cell migration operation is performed cell group by
cell group and it is combined to automatic packing/unpacking with non-blocking
send/receive calls to speed-up the transfer. Finally, the interpolation of numerical
quantities from the initial mesh to the modified one is done at each sub-step, benefiting
from the 2-level domain decomposition to locate the nearest source tetrahedron from
a given destination element. The only drawback of this two-scale strategy is that it
requires additional merging and splitting algorithms in order to provide a large block to
the sequential remeshing software instead of small cell groups. However, this drawback
does not alter the performances of the complete workflow, and the overall gain far
compensates this overhead.
During the CoEC project, a new optimization step has been added to this methodology
to minimize the number of sub-steps required in Fig. 3. A parallel tessellation algorithm
has been implemented. The aim is to refine the mesh in parallel to ease the work of the
MMG library. If the metric refinement is already performed, MMG can focus on
coarsening the mesh and improving its quality. It has the great benefit of avoiding large
differences of metric between the inner core of the processor mesh and the processor
interfaces due to the fact that this interface is frozen during a sub-step. This preprocessing step is simple, wherever the edges of the mesh can be refined to reach the
target metric, the edges are flagged and the tetrahedra are tessellated according to Fig.
4. Sixteen different cases have to be considered according to the global index of the
nodes of the tetrahedra. Indeed, the tessellation of an element has to be compatible
The CoEC project has received funding from the European Union’s Horizon 2020 research and
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with the one of its neighbors to keep a conformal mesh. The impact of this preprocessing step onto the performances is assessed in a later section.
isolated_i

isolated_i

iop

1

2 intersections
Case 1

1 intersection

iop2

isolated_i

isolated_i

i3

isolated_i

min_iop

min_i

min_i

3 intersections
Case 6

min_iop

iop

min_i2

i3

3 intersections
Case 5

min_iop

min_i

min_i1

min_i2

3 intersections
Case 3

min_i3

i4

iop

min_i1

isolated_i

3 intersections
Case 2

3 intersections
Case 1

iop

iop1

3 intersections
Case 4

isolated_i

2 intersections
Case 2

iop

min_i

min_i

4 intersections
Case 2

4 intersections
Case 1

4 intersections
Case 3

min_iop

min_iop

iop

iop

iop
i1

min_i

min_i2

isolated_i

isolated_i

min_i
i2

iop

min_iop2

min_iop

min_iop

iop
min_i

min_i

4 intersections
Case 4

min_i

4 intersections
Case 5

6 intersections

iop

iop

isolated_i

isolated_i

min_i

5 intersections

min_iop

min_iop

isolated_i

min_iop

min_i2

min_iop2

min_iop2

Figure 4: all cases of tetrahedron tessellation considered in the parallel adaptation
pre-processing

3. Error estimators for EE and EL models
3.1. Metric definition in ALYA
In the current version of our adaptive process, we are estimating the interpolation error
for linear elements in Lp norm (by default p=2). Since we feature linear elements, the
error is given by the Hessian of the exact solution (or, alternatively, a higher order
approximation of the solution). Our target metric is defined in terms of the Hessian of
the solution with positive eigenvalues (absolute value of the Hessian).
In particular, given the Hessian 𝐻𝑢 , which is symmetric, consider its spectral
decomposition
𝐻𝑢 = 𝑅Λt 𝑅,
being 𝑅 the eigenvector matrix, and Λ = diag(λ𝑖 ) the eigenvalue matrix. The absolute
value of the Hessian is defined as
𝐻𝑢 = 𝑅|Λ|t 𝑅,
with Λ = diag(|λ𝑖 |), and is a metric tensor.
Since the exact solution is not known and since, in particular, only the Hessian is
required, we specifically reconstruct the Hessian of the numerical solution. In particular,
we use a double L2-projection method: first, we project the gradient of the numerical
solution back to the Finite Element space, and afterwards, we project back again the
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derivatives of this projected gradient. The result is an improved Hessian approximation
that can be used to compute the required metric.
Once we compute the metric from the projected Hessian by positivizing its eigenvalues,
|𝐻𝑢 (𝑥)|, we incorporate the notion of metric complexity4 to define a final metric that
can be resolved with the desired number of nodes. The target number of nodes 𝑁 is an
input of the adaptivity process. The target number of nodes is standardly user-defined
in terms of the number of used processes and of the available memory.
Our target metric 𝑀𝐿𝑝 (𝑥) at a given point of the domain, 𝑥 ∈ Ω ⊂ ℝd , aiming to be
resolved with a number of nodes 𝑁 is then defined as5:
𝑀𝐿𝑝 (𝑥) ∶=

2
𝑁𝑑

(∫ det(|𝐻𝑢

𝑝
(𝑥̂)|)2𝑝+𝑑

−

𝑑𝑥̂ )

2
𝑑

−1

det(|𝐻𝑢 (𝑥)|)2𝑝+𝑑 |𝐻𝑢 (𝑥)|,

Ω

where |𝐻𝑢 (𝑥)| is the Hessian of the solution 𝑢 with positivized eigenvalues, and 𝑑 the
dimension.
We highlight that at the current state of code development, we aim to obtain isotropic
adapted meshes. Thus, instead of working with a metric (matrix of dimension the given
spatial dimension), it is sufficient to work with a scalar representing the given size field.
In particular, we translate the notion of metric complexity to the computed size field.
Similarly to the metric case, we compute the complexity of the size field and define a
new size field that can be resolved with the desired number of degrees of freedom.

3.2. Metric definition in YALES2
The dynamic mesh adaptation of a moving material interface such as a flame or a
liquid/gas interface requires frequent remeshing steps. When using low-dissipation and
low-dispersion numerical schemes such as those used in Large-Eddy Simulation and
Direct Numerical Simulation of turbulent flows, the remeshing steps have to introduce
as small numerical perturbations as possible.
The numerical perturbations entailed by the adaptation of a mesh into a new mesh
better suited to the further evolution of the interface mainly come from the
interpolation errors of numerical quantities defined on the old mesh onto the adapted
mesh, whose values near the interface are of critical importance. These perturbations
can be made negligible if the remeshing occurs away from the interface, i.e. if the mesh
metric is kept constant near the interface under scrutiny and if the tetrahedra nearby
are frozen during this operation. Keeping the size prescription constant near the
interface and controlling its variation away from it leads to define the metric as in Fig. 5:
it is set to ∆𝑥𝑚𝑖𝑛 in a narrow band with thickness 2𝑁𝑝 ∆𝑥𝑚𝑖𝑛 around the interface, and
its gradient is bounded outside this region, so that the metric attains that of the initial
coarse mesh ``far'' from the interface. With this definition and as illustrated in Fig. 6,
4

See: Loseille, A., & Alauzet, F. (2011). Continuous mesh framework part I: well-posed continuous
interpolation error. SIAM Journal on Numerical Analysis, 49(1), 38-60.
5
See: Alauzet, F., & Loseille, A. (2016). A decade of progress on anisotropic mesh adaptation for
computational fluid dynamics. Computer-Aided Design, 72, 13-39.
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when the interface moves of a distance less than 𝑁𝑝 ∆𝑥𝑚𝑖𝑛 , the size prescription
changes where either the old or the new metric shows linear variations, while keeping
a constant value at the interface location; this ensures an exact interpolation of the data
within this protected zone. The remeshing effort is therefore concentrated in the region
where the metric changes most, i.e. in the linear metric gradient zone.
Cell size

∆ xmin
0

Distance to
Interface

Figure 5: definition of the metric for a moving material interface

Cell size
int erface
displacement

∆ xn
∆ xmin

∆ xn + 1

∆ xmin

Figure 6: impact of the displacement of the material interface onto the metric
The metric definition of Figs. 5 and 6 is well adapted for tracking a front or an interface
but it may not be sufficient to resolve the important physics of the flow and it must be
adapted or combined with other feature-based criteria such as those proposed by
Benard et al., IJNMF 2016, that are based on interpolation error estimators or on the
amount of sub-grid scale kinetic energy. In spray flames, such as those targeted in the
CoEC project, reactions occur in very thin and dynamical regions that necessitate a
dynamic tracking. The feature-based criteria are still considered and tested but a first
and promising step taken in the project is based on an extended front tracking method
as illustrated in Fig. 7. The idea is similar to the tracking of premixed flame front in which
the gradient of a progress variable enables to localize the front position. In spray flames,
the detection of the front is more difficult as several combustion regimes are
The CoEC project has received funding from the European Union’s Horizon 2020 research and
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encountered simultaneously. The simplest front tracking method for spray combustion
is based on a threshold of the heat release as shown in Fig. 7 (right). Contrarily to sharp
interfaces as considered in Figs. 5 and 6, the spray flame front has here a thickness that
needs to evolve in a constant-resolution refined region. This method is still under
development and testing as local flame extinction and local ignition or re-ignition events
considerably complexify the tracking of the flame front compared to sharp interfaces.

Figure 7: CRSB burner – instantaneous temperature field (left) and metric field based
on a heat release threshold of 1000 W/m3 (right)

4. Results
4.1. Performances on PRECCINSTA burner with ALYA
A revision of the parallel AMR workflow in Alya has been completed after finding some
issues with the initial strategy proposed based on Gmsh. The workflow is a composition
of various functionalities. In short, once the solution of the PDE under study is available,
an error estimator is used to define the refinement requirements. Then, the process of
mesh adaptation/refinement starts. We have implemented an interface freezing
approach where, at each time step, the nodes at the interface between two subdomains
are blocked, and the interior of the subdomains are re-meshed. The interface is then
moved, generating new subdomains, and the process is repeated until no frozen nodes
remain. Once the new mesh is obtained, a parallel interpolation module is used to map
the original mesh into the new one. Finally, if the adapted mesh distribution is
significatively unbalanced, a dynamic load balancing process based on mesh
repartitioning is activated.
Figure 8 shows the normalized time reduction for an AMR cycle while increasing the CPU
cores used from 512 to 4096. An AMR cycle accounts for the mesh adaptation (marked
The CoEC project has received funding from the European Union’s Horizon 2020 research and
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in blue in the figure) and all the time steps performed before the new mesh adaptation
is invoked (red part). Those tests were performed on the Hawk supercomputer from
HLRS. The mesh under consideration has 16M tetrahedra. The speedup obtained for the
AMR phase is 5.33x while for the time steps is 5.54x, being the ideal 8x. Note that the
final load per CPU is only 3.096 elements, which is lower than the workload used on
production runs (typically around 10.000 elements). Therefore, the scalability obtained
looks pretty reasonable. Figure 9 shows the parallel efficiency of the overall AMR cycle,
which always stays above 60%.

Figure 8. Scaling test of the normalized time reduction for an AMR cycle.

Figure 9. Parallel efficiency of the overall AMR cycle.
In the course of CoEC, we have implemented the parallel mesh adaptation process and
optimized the parallel interpolation. The parallel load-balancing mechanism was
The CoEC project has received funding from the European Union’s Horizon 2020 research and
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available in Alya before the project start. All these developments are now available in
the open-source version of Alya ( https://gitlab.com/bsc-alya/alya/-/wikis/home ).
Preccinsta burner
The Preccinsta burner is used in this case as example to test the computational
performance of the AMR capability. An illustrative image of this test case is shown in
Figure 10. The mesh resulting from the AMR process has about 20M elements, and it
was generated from an initial mesh with 3M elements. In the left part of the figure are
depicted the mass centers of the cells as particles, and in the right part, the tetrahedral
cells. We can see how the mesh is well adapted to the vortex structures of the turbulent
flow generated within the combustion chamber.

Figure 10. 20M elements mesh of the Preccinsta burner obtained through adaptive
mesh refinement from 3M elements mesh.

4.2. Performances on the PRECCINSTA burner for YALES2
The computational benefits of the proposed dynamic mesh adaptation strategy based
on MMG in YALES2 are first illustrated with the example of the same semi-industrial
lean-premixed PRECCINSTA burner as the previous section, operated with a methaneair premixing under atmospheric conditions. A Large-Eddy Simulation with the same
models and numerics as in Benard et al., Proc. Comb. Inst. 2019, is performed with the
help of the dynamic mesh adaptation strategy presented previously. The results are
depicted in Fig. 11; in there, a mesh resolution of 300 microns in the flame front and of
600 microns in the primary combustion zone are used. These coarse resolutions are
chosen to better highlight the metric definition. As the flame is highly unsteady due to
flame/turbulence interactions, the flame front displacement is tremendous and it
eventually features topological changes, as isolated burning pockets are created. The
remeshing frequency is therefore piloted by a Courant-Friedrichs-Lewy condition based
on the displacement velocity, which ensures that the flame front remains in the refined
zone. The flame topology is rendered as a progress variable iso-surface colored by the
temperature in Fig. 12. In there, the left- and right-hand side subfigures correspond to
two treatments of this simulation using static meshes (i.e. the computational mesh is
The CoEC project has received funding from the European Union’s Horizon 2020 research and
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adapted at the beginning of the process, and is then left untouched) containing 110
millions and 878 millions tetrahedra, respectively. In the center, the same situation is
treated with our dynamic mesh strategy; the computational mesh is obtained with the
background mesh of the 110 million cell mesh while the resolution at the flame front is
the same as that of the 878 million cell mesh. The flame topology of the front obtained
thanks to the dynamic strategy features small-scale wrinkles similar to the refined static
case (878M) while the total CPU cost is around 4 times smaller.

Figure 11: Dynamic mesh adaptation in the PRECCINSTA burner - instantaneous CO
mass fraction and the heat release fields with a slice of the 3D tetrahedral mesh.

Static
110M static (300µm)

Dynamic
260M dynamic (150µm)

Static
878M static (150µm)

Figure 12: Comparison of the numerical simulations using static and dynamic meshes
at several resolutions in the PRECCINSTA burner
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4.3. Impact of the pre-processing tessellation onto the performances in
YALES2
In this section, the pre-processing tessellation step describe in the methodology section
is assessed in a typical primary atomization simulation based on the Accurate
Conservative Level Set [Janodet et al., J. Comp. Phys. 2022]. This simulation runs on 2000
cores at TGCC, CEA. The performances are analyzed in Fig. 13. The pre-cutting step
enables to drastically reduce the number of sub-steps per adaptation and divides the
reduced computation cost (RCT) of the adaptation expressed in microseconds per node
and per timestep by a ratio of 5. As a result, the total RCT of the simulation is divided by
a factor of 2.

With precutting

Without precutting

Cost of adaptation / 5

3 adaptation sub-steps max !

Figure 13: Impact of the pre-cutting step on performances of dynamic mesh
adaptation in a primary atomization case. Performances (left) and number of
adaptation sub-steps (right) without (top) and with pre-cutting (bottom)

5. Conclusions
This deliverable summarizes the progress on dynamic mesh adaptation of unstructured
meshes and its coupling to simple error estimators. This work will continue in the CoEC
project to obtain more efficient dynamic mesh adaptation on a large number of cores
and the proposed error estimators will be assessed on the related Exascale Application
Challenges (EAC).
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